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What is the best way to leverage the LLM judgment distribution 
to improve agreement with human preferences?

LLM-as-a-Judge Settings

RewardBench: Evaluating Reward Models for Language Modeling

Evaluating LLM-as-a-Judge Methods

[mode / mean]
×

[CoT / no-CoT]

The mean outperforms the 
mode in 42 out of 48 cases.

No-CoT outperforms CoT in 14 
out of 16 cases when using the mean 

for pointwise or pairwise scoring.

Main Results

We attribute the harmful effect 
of CoT to sharpening: the 
initial entropy in the judgment is 
lost as the model commits to 
one instantiation of a reasoning 
trace.

Removing CoT benefits the 
mean more than the mode, 
revealing the synergy between 
eliciting (using no-CoT) and 
utilizing (using mean) 
distributional judgment.

See our paper for further analysis on novel methods in the 
pointwise, pairwise, and listwise settings (evaluating one, two, and 

many responses at a time).

CoT and no-CoT are comma-separated Sharpening

We verify the phenomenon of 
sharpening, showing that no-
CoT leads to higher standard 
deviations than CoT.
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